
Packages Required for Statistical Emulation and Bayesian Optimisation Tutorial 

 

Software Requirements for Part 1   

For Exercises in part 1, you need  

• MATLAB (For exercise 1 and 2) 
• the package GPstuff-4.7.zip (For exercise 1 and 2) 
• Pulmonary_Code_C++.zip (For exercise 2 only) 
• gcc (for g++ compiler) and make installation (For exercise 2 only) 

 

Mac users: 

On Mac gcc and make come with Xcode tools. If you don’t have Xcode installed (or updated on your 
Mac) you can get a laptop form the cart, which already have these packages installed. 

Windows users: 

Please get a get a Mac laptop from the cart 

 

Part	1.	Bayesian	Optimisation	
Exercise	1:	Toy	problem	

You	are	given	the	following	1D	function:	f(x) = cos(5x) + 2*sin(x), with x taking values between 0 
and 10. This is a multimodal function, which we will minimise using Bayesian Optimization.  

A demo to illustrate the Bayesian Optimization procedure can be found in Toy_BO.m file. The 
program code is split into three parts:  

1. defining the objective function to be minimised; 
2. constructing a GP as an approximation for the objective function, which will be used to create 

the acquisition function (expected improvement - EI); 
3. carrying out the BO routine in which the acquisition function will be optimised.  

 
TASKS:  
 

Please spend roughly 15 minutes to familiarise yourselves with this code. For example, you 
may: 

1) Run the code as it is now. 
2) Change the lengthscale (‘lengthScale’) and the amplitude (‘magnSigma2’) values to see how 

it influences the inference. 
3) Change the maximum number of iterations (‘maxiter’) to observe effect on accuracy of the 

optimisation 
4) Change the number of starting values for the optimization of the acquisition function and e.g. 

observe whether the optimisation algorithm traps into a local mode if too few starting points 
are used 
 
Please record what you observe. 
 
 
 



Exercise 2: Pulmonary circulation problem 

You will now adapt the toy problem BO code for the pulmonary circulation BO problem.  

You are given the first part of the code, with the following two sections: 

1. Data generating with known parameter values; 
2. Construct one initial GP for regression and another one for classification based on 10 

simulator callings with f values chosen from a Sobol sequensce within its range.  

To load the workspace generated using these two sections, we type: 
load(‘Pulmonary_GPInitialDesign.mat’) into Matlab. 

 

TASK: 

The third section corresponds to the BO algorithm and you are required to fill this in by using similar 
code as the toy problem. 

Note1: we will minimise a hidden constraints weighted expected improvement acquisition function, 
which is defined as: P(success) x EI. This function can be obtained by calling the 
expectedimprovement_hcw.m file, i.e. expectedimprovement_hcw(x_new, gp_regr, x_regr, a, invC,... 

        fmin, gp_class, x_class, y_class). 

 P(success) can be calculated as follows: 

[~, ~, lpyt_la, ~, ~] = gp_pred(gp_class, x_class, ... 

        y_class, xl, 'yt', ones(size(xl,1),1)); 

 and P(success) = exp(lpyt_la); 

This will be useful when you plot P(success). 

Note2: Here, the response, y_regr is the scaled rss (zero mean, unit variance). To get rss for a new 
point, x_new, type:  

 [rss_new, pass] = Run_simulator([x_new,r1_vec(1),r2_vec(1),c_vec(1)], extra_p, truePressure); 

Since rss_new will be on original scale, be sure to make proper adjustments by typing: 

y_regr = y_regr.*std_y+mean_y; % un-scale existing points 

y_regr(end+1) = rss_new; % on original scale 

mean_y = mean(y_regr); std_y = std(y_regr); % new mean and std 

y_regr = (y_regr-mean_y)./std_y; %scale back 

Adding the new sample point to the list of evaluation points for the GP regression will only be done 
for successful simulations, i.e. when pass = 1. 

Regardless of the success of the simulation, we always add the new points to the list of training 
points for the GP classification. 

Note3: be sure to optimise both GPS: for regression (gp_regr) and for classification (gp_class) 

	

	



Software Requirements for Part 2   

• MATLAB 
• Sampling_Code_Exercise2.zip 

 

Part	2.	Sampling	
In	this	part,	we	will	be	critically	assessing	the	performance	of	two	sampling	algorithms:	Delayed	
Rejection	Adaptive	Metropolis	(DRAM)	and	Hamiltonian	Monte	Carlo	(HMC)	on	a	toy	problem:	the	
banana-shaped	distribution.	The	banana-shaped	posterior	distribution	can	be	generated	using	the	
following	likelihood	and	prior:	

yi|ϴ	~	N(ϴ1+ϴ2
2,	σy

2)	

ϴi	~	N(0,	σϴ
2),	i=1,2	

The	data	{yi,	i=1,…100}	are	generated	with	ϴ1+ϴ2
2	=	1,	σy	=	2.	Additionally,	σϴ	=	1.	

The	file	Banana_HMC_MainScript.m	generates	samples	from	the	posterior	distribution	using	the	
HMC	algorithm.		

In	the	‘Run	HMC’	section,	we	define	the	number	of	HMC	samples,	the	number	of	leapfrog	steps	and	
the	step	size	for	the	leapfrog	scheme.	We	also	initialise	the	vector	of	parameters.	

Exercise	3:	Sampling	Problem	

TASKs	

1. Please	record	how	the	ESS,	the	ACF,	the	acceptance	rate	and	the	traceplots	differ	as	you	change	
the	above	quantities.	In	addition,	please	record	how	the	inference	changes	as	we	increase	the	
number	of	data	points,	or	the	error	variance.	
	
The	file	Banana_DRAM_MainScript.m	uses	the	DRAM	algorithm.	

In	the	‘Run	DRAM’	section,	we	initialise	the	proposal	covariance	and	define	the	number	of	
samples,	and	the	adaptation	interval.	

2. Please	record	how	the	ESS,	the	ACF,	the	acceptance	rate	and	the	traceplots	differ	as	you	change	
the	above	quantities.	In	addition,	please	record	how	the	inference	changes	as	we	increase	the	
number	of	data	points,	or	the	error	variance.	

3. Finally,	once	you	have	found	DRAM	and	HMC	settings	that	you	are	pleased	with,	please	compare	
the	performance	of	the	two	samplers	in	terms	of	ESS,	ACF,	acceptance	rate	and	mixing,	as	
observed	visually	from	the	traceplots.	

	

	

	

	

	


